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Abstract—This paper provides a statistical analysis of the
impact that changing various parameters in a neural network
has on the generated results.

I. INTRODUCTION

This paper seeks to evaluate how the results generated by a
feed-forward neural network change when the Learning rate,
Momentum rate, Hidden layer size/structure, and Holdout per-
centage are edited. For the neural network, WEKA, developed
by the University of Waikato, is used. The WEKA function
that is used in this paper is the ’Multilayer Perceptron’.

II. OBJECTIVE & PROBLEM DEFINITION

This purpose of this report is not to grade the WEKA Neural
network on its accuracy, but more to compare the results
generated by each data set when various parameters are edited.
These parameters are:

1) Learning rate
2) Momentum rate
3) Hidden layer size/structure
4) Holdout percentage

By comparing the results, the goal is to identify which
parameters have the most significant effect on the accuracy
of the results.

Two separate data sets will be used for the scope of this
paper.

A. Iris

A data set containing Iris flowers with various measure-
ments. Using these measurements, its goal is to classify the
flower as a specific species of Iris.
Measured in cm, the measurements are of the:

1) Sepal length
2) Sepal width
3) Petal length
4) Petal width

With the classification Species being:

1) Setosa
2) Versicolour
3) Virginica

The data set is designed for basic machine learning, and so
conveniently contains 50 or each flower species.

B. Abalone

A data set containing Abalone (a type of gastropod shellfish)
with various physical measurements and properties. Using
these measurements and properties, its goal is to estimate the
Abalone’s age, which can be verified by counting the number
of inner rings on the Abalone’s shell.
The properties and measurements looked at are:

1) Sex
2) Length
3) Diameter
4) Height
5) Whole weight
6) Shucked weight
7) Viscera weight
8) Shell weight

The Abalone are categorized into the following groups:

1) Low (young)
2) Med (middle aged)
3) High (old)

The data set is designed to stress test machine learning
algorithms, and so contains 4177 samples.

III. BACKGROUND

A. ML

ML (Machine learning), in the general sense, refers to pro-
grams and algorithms that are ’trained’ from past experiences
or recorded events, and use what they ’learned’ to make future
decisions or improve their performance. For the most part,
they are used for decision making tasks (eg. If the weather
outside is suitable to play tennis), or classification tasks (eg.
If the supplied picture is of a bird). The common definition
for ML is [2] ”A computer program solving task T learns
with experience E with respect to performance measure P, if
its performance at task T, as measured by P, improves with
experience E”. The original experience is generated at creation,
as a ML program is fed training-data, which is separated into
attributes (eg. a persons sex, weight, height). Depending on the
type of ML program, this training data may also provide the
conclusion that the given data should result in. This is known
as supervised learning, which will be used in the scope of this
paper.



B. ANN

An ANN (Artificial Neural Network) is the generalized
name for ML strategies that are modeled to resemble and act
like a biological brain. There are many different structures
for ANN, but this paper will focus on Perceptrons. With this
strategy, the base attributes from the training-data become in-
put neurons (attributes), and the possible conclusions become
output neurons (classes). Before becoming a neuron, each
attribute is scaled to fit between [-1, 1] so that they are all
comparable. Each attribute is then assigned a weight between
[-0.5, 0.5] for each neuron in the first hidden layer. Then,
each attribute is multiplied by its weight, summed with the
other attributes, and finally squashed into a range of [-1,1].
This final value becomes a neuron in the hidden layer. Then,
based off this value, the network decides how to classify the
sample. If the sample is classified correctly, the ANN moves
on to the next sample. If not, the weights are altered slightly
and the ANN moves to the next sample. This is repeated for
each sample, a number of times equal to the epochs of the
network. In this paper, 500 epochs is always used. In Feed
Forward neural networks, such as the one used in this paper,
data only flows in one direction (from input to the hidden layer
to output).

C. Back Propagation

Back Propagation is a method for deciding by how much
the weights on a neuron should change. As a basic concept,
it is used when the ANN miss classifies a sample. When this
occurs, the network will step ’backwards’ to see where in
the chain of neurons the sample began to head in the wrong
direction. Once this is found, the weights of the responsible
neuron can be altered to hopefully produce more accurate
results.

D. Parameters

1) Holdout Percentage
The holdout percentage defines the amount of input data
that is used for training, with the remainder being used
for testing.

2) Learning Rate
The learning rate is used in the calculation for weight
adjustment. A higher learning rate puts more faith in the
new data sample, and less in what has already be learned.
This can land the network in a local optimum, causing it
to never improve past a certain point.

3) Momentum Rate
The momentum rate is used to limit the amount of change
a weight can go through when it is being updated. A high
momentum rate causes the network to change weights
rapidly, easily derailing a neuron off the optimal path.

4) Hidden layers
The hidden layers, so called because the ’hide’ between
the input and output layers, Head neuron in a layer per-
forms a summation and squashing function on its inputs,
which the generates a fitness. This is then evaluated to
come to a solution. Having multiple hidden layers allows

for smarter networks, but this paper will only ever use one
at time. In general, more neurons in the hidden layer, and
more layers in the network, the stronger the ANN.

E. Statistical Analysis

In this paper, various statistical tests will be performed
on the results on ANN to compare the impact of various
configurations. The tests and their basic purpose are as follows
(A understanding of Hypnosis testing notation is assumed):

1) ShapiroWilk Test
H0 : The sample is normally distributed
H1 : The sample is not normally distributed

2) ANOVA Test
Used on normally distributed samples
H0 : µ1 = µ2... = µk

H1 : at least one µi is not equal to others
3) KruskalWallis Test

Used on Non normally distributed samples
H0 : µ1 = µ2... = µk

H1 : at least one µi is not equal to others
4) Student’s t-Test

H0 : µ1 = µ2

H1 : µ1 6= µ2

5) Mann Whitney U-Test
H0 : µ1 = µ2

H1 : µ1 6= µ2

The order in which these tests are run is explained with the
following diagram.

All significance levels (α) used for p-Value testing in
this report are at 0.05. If the found p-value is less than
the significance level, then there is a significant relationship
between the values, we reject the null hypothesis (H0), and
accept the alternate hypothesis (H1) as true.

IV. EXPERIMENTS

A. Static Parameters

For all experiments, the following parameters do not change.
1) Training time (Epochs): 500
2) Iterations: 30



B. Assumed Static Parameters

Unless the parameter in question is the one being analyzed
in the experiment, it can be assumed that the following
parameters are being used:

1) Holdout Percentage: 66%
2) Learning Rate: 0.3
3) Momentum Rate: 0.2
4) Hidden layers:

a) Average of input and output layer sizes

C. Dynamic Parameters

1) Learning rate
a) 0.3
b) 0.5
c) 0.9

2) Momentum rate
a) 0.2
b) 0.5
c) 0.9

3) Hidden layer size/structure
a) a; Average of input and output layer sizes,
b) 8
c) 12

4) Holdout percentage
a) 50-50
b) 66-33
c) 80-20

V. RESULTS & DISCUSSION



A. Learning Rate

The following tests seek to discover which learning rates
produce the most accurate results, among those listed in
IV-C-1

1) Learning Rate: Abalone:

0.3 0.5 0.9
Shapiro-Wilk p-value 0.440475 0.973205 0.568263

ANOVA p-value 0.048563

Pairwise t-tests:

group 1 group 2 p-value
0.3 0.5 0.469885
0.3 0.9 0.020422
0.5 0.9 0.091765

From the Shaprio-Wilk test, it can be seen that this data set
is normally distributed, so ANOVA is run to test for statistical
significance.
In the ANOVA test, our p-value is less than α, leading us
to reject the null hypothesis and conclude that there is some
measure of a statistical difference between the learning rates
of 0.3, 0.5, and 0.9. To tell how much that statistical difference
is, a pairwise t-test is run on each pair of values.
The pairwise t-test found that for the pair [0.3,0.9], the p-value
is less than α, confirming that there is a statistically significant
difference between their results.
This is sufficient evidence to reject the null hypothesis and
claim that a learning rate difference between 0.3 and 0.9 has
a significant impact on the accuracy of the neural network for
the Abalone data set, with a lower learning rate providing a
better result.
From the box plot it can be seen that this claim is true, and
that a lower learning rate leads to a higher average accuracy.

2) Learning Rate: Iris:

0.3 0.5 0.9
Shapiro-Wilk p-value 0.001007 0.000892 0.000307

Kruskal-Wallis p-value 0.124931354

From the Shaprio-Wilk test, it can be seen that this data set
is not normally distributed, so a Kruskal-Wallis test is run to
test for statistical significance.
The Kruskal-Wallis test generated a p-value greater than α, and
so the null hypothesis is accepted, and there is not sufficient
evidence to claim to that the learning rate has any significant
effect on the accuracy in the Iris data set between the values
[0.3, 0.9]. The box plot found here is very similar to the one
generated by the Abalone tests in this section, wherein lower
learning rates seem to provide better, more consistent results.
However, the difference is too marginal to be considered
statistically significant.

Fig. 1. Learning Rate: Abalone

Fig. 2. Learning Rate: Iris



B. Momentum Rate

The following tests seek to discover which momentum rate
produces the most accurate results, among those listed in
IV-C-2

1) Momentum Rate: Abalone:

0.2 0.5 0.9
Shapiro-Wilk p-value 0.440475 0.62532 0.236239

ANOVA p-value 2.60881e-11

Pairwise t-tests:

group 1 group 2 p-value
0.2 0.5 0.447275
0.2 0.9 3.882e-8
0.5 0.9 2.563e-7

From the Shaprio-Wilk test, it can be seen that this data set
is normally distributed, so ANOVA is run to test for statistical
significance.
In the ANOVA test, our p-value is less than α, leading us
to reject the null hypothesis and conclude that there is some
measure of a statistical difference between the momentum
rates of 0.2, 0.5, and 0.9. To tell how much that statistical
difference is, a pairwise t-test is run on each pair of values.
The pairwise t-test found that for the pair’s [0.2,0.9] and
[0.5,0.9], the p-value is less than α, confirming that there is
a statistically significant difference between their results. The
pair [0.2,0,5] have a p-value greater than α, and so there is no
statistically significant difference between them.
This is sufficient evidence to reject the null hypothesis and
claim that a momentum rate difference between 0.2 and 0.9
has a significant impact on the accuracy of the neural network
for the Abalone data set, with a lower learning rate providing
a better result.
From the box plot it can be seen that this claim is true, and
that a lower learning rate leads to a higher average accuracy.

2) Momentum Rate: Iris:

0.2 0.5 0.9
Shapiro-Wilk p-value 0.001007 0.000892 0.0.00007

Kruskal-Wallis p-value 0.696853055

From the Shaprio-Wilk test, it can be seen that this data set
is not normally distributed, so a Kruskal-Wallis test is run to
test for statistical significance.
The Kruskal-Wallis test generated a p-value greater than α, and
so the null hypothesis is accepted, and there is not sufficient
evidence to claim to that the momentum rate has a significant
effect on the accuracy in the Iris data set between the values
[0.2, 0.9].
Unlike the box plot generated in the Abalone test for this
section, this box plot shows that the differences between 0.2,
0.5, and 0.9 are minimal within the first quartile, which is
where the mean lies in each data set. The box plot confirms
that this difference is not statistically significant.



C. Hidden Layer Size

The following tests seek to discover which hidden layer size
produces the most accurate results, among those listed in
IV-C-3 Clearly, as the learning rate is increased

1) Hidden layer: Abalone:

a 8 12
Shapiro-Wilk p-value 0.440475 0.864408 0.624237

ANOVA p-value 0.7621938

From the Shaprio-Wilk test, it can be seen that this data set
is normally distributed, so a ANOVA test is run to test for
statistical significance.
The ANOVA test generated a p-value greater than α, and so
the null hypothesis is accepted, and there is not sufficient
evidence to claim to that the structure of the hidden layer
has a significant effect on the accuracy in the Abalone data
set between the values [a, 12].
The box plot confirms this, as there are only minor differ-
ences between the different data sets, and none appear to be
statistically significantly.

2) Hidden layer: Iris:

a 8 12
Shapiro-Wilk p-value 0.001007 0.001979 0.001979

Kruskal-Wallis p-value 0.986956

From the Shaprio-Wilk test, it can be seen that this data set
is not normally distributed, so a Kruskal-Wallis test is run to
test for statistical significance.
The Kruskal-Wallis test generated a p-value greater than α, and
so the null hypothesis is accepted, and there is not sufficient
evidence to claim to that the structure of the hidden layer has
a significant effect on the accuracy in the Iris data set between
the values [a, 12].
Like the Abalone test in this section, the box plot confirms
that there is no statistical difference.

Fig. 3. Hidden Layer: Abalone

Fig. 4. Hidden Layer: Iris



D. Holdout Percentage

The following tests seek to discover which holdout percent-
age produces the most accurate results, among those listed in
IV-C-4

1) Holdout Percentage: Abalone:

50% 66% 12%
Shapiro-Wilk p-value 0.5727732 0.052723 0.440475

ANOVA p-value 0.8381708

From the Shaprio-Wilk test, it can be seen that this data set
is normally distributed, so a ANOVA test is run to test for
statistical significance.
The ANOVA test generated a p-value greater than α, and so the
null hypothesis is accepted, and there is not sufficient evidence
to claim to that the holdout percentage has a significant effect
on the accuracy in the Abalone data set between the values of
[50%, 80%].
The box plot seems to contradict this, but, as can be seen,
despite the size difference in quartiles between the values of
50% and 80%, the mean’s stay close together.

2) Holdout Percentage: Iris:

a 8 12
Shapiro-Wilk p-value 0.125024 0.012877 0.001007

ANOVA p-value 0.462965

Kruskal-Wallis p-value 0.102466

From the Shaprio-Wilk test, it can be seen that the data
for a is normally distributed, while the data for 8 and 12 are
not normal. Therefore both a Kruskal-Wallis and ANOVA test
are run to test for statistical significance. Both the ANOVA
and Kruskal-Wallis tests generated p-value’s greater than α,
and so the null hypothesis is accepted, and there is not
sufficient evidence to claim to that the holdout percentage
has a significant effect on the accuracy in the Iris data set
between the values of [50%, 80%]. From the box plot, it can
be seen that the 50% holdout test definitely appears to follow
a more normal distribution pattern than the others, and while
the accuracy seems to fluctuate wildly between them, as found
above there is no statistically significant difference.



VI. CONCLUSION

A. Data set

The data set itself seems to have a massive effect on how it
performs.In all tests, Abalone, with its 8 attributes, could not
generate an average higher than 67%. In contrast, Iris, with
its 4 attributes, did not dip below an average of 95%. Given
that the number of sampels should not matter considering
this is an average, and that both had 3 classes with which
to classify data into, it can therefore be said that data sets
with more attributes are less accurate than data sets with fewer,
regardless of configuration (for the configurations tested within
this report).
Notably, all Abalone outputs were normally distributed, while
all but one of Iris outputs were not normally distributed. This
is likely do to the low number of samples within the Iris data
set, leading to a non normal distribution.
Given that in all configurations it was found that the results
from the Iris data set did not have a statistically significant
difference, it can be assumed that this was not an appropriate
data set for these tests.

B. Learning rate

As can be seen in the Abalone test of this section, as the
learning rate increases, the overall accuracy decrease, and this
was found to be statistically significant. It can therefore be
said that with the static configurations defined in IV-A and
IV-B, the ANN benefits from a learning rate on the lower side
of [0.3,0.9]. Iris, being non significant, does not either support
or contrast this claim.

C. Momentum rate

As can be seen in the Abalone test of this section, as the
momentum rate went from 0.5 to 0.9, the overall accuracy
decreased dramatically, and this was found to be statistically
significant. It can therefore be said that with the static con-
figurations defined in IV-A and IV-B, the ANN benefits from
a momentum rate between [0.2,0.5], but not near any higher.
Iris, being non significant, does not either support or contrast
this claim.

D. Hidden Layer Configurations

Given that neither Abalone or Iris had significant different
results in this test, no claim can be made about the configura-
tion of the hidden layer. It is possible that if the hidden layer
were lower, say, 2 or 3, then there may have been notable
changes, but that is not in the scope of this paper

E. Holdout Percentage

While visually more varied in the box plots than the hidden
layer configuration, the p-values show that no statistical claim
can be made here. However, in the non significant sense, it
can be seen that a higher holdout percentage leads to slightly
more accurate but overall less precise results.

F. Overall

It seems that having the assumed static parameters defined
in IV-B has limited the effectiveness of the research. Fur-
ther study is required to uncover whether certain parameters
become statistically significant when in combination with
other parameters (High momentum rate and high hidden layer
count).
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